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CONSULTANCY SERVICES

Our technical & HPC experts, based around the world, are constantly benchmarking
new technologies, the results of which we share with our customers, to deliver fully
optimised solutions.

BOSTON LABS

Boston has, in excess of, $2m of hardware that’s available to customers, either onsite
or via remote access, to test out the latest technologies and architectures. Boston
customers can run their own workloads, benchmarks and simulations on configured
systems prior to purchase.

TAILOR MADE SOLUTIONS

Boston deliver bespoke solutions matched to customers’ applications and
requirements. Through the utilisation of hardware and software accelerators, our
solutions are designed around upgraded performance and faster workflows.

PLANNING & INSTALLATION

Our senior engineers understand the technical dependencies and requirements
of your organisation, we will ensure a well thought out installation is managed and
completed on schedule and with the utmost professionalism.

QUALITY ASSURANCE

36

Boston Labs Welcomes...

Supermicro, Building Block Solutions and We Keep IT Green are trademarks and/or registered trademarks of Super Micro Computer, Inc.
All other brands, names and trademarks are the property of their respective owners. Errors and omissions excepted.
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SERVICES

Boston has numerous state-of-the-art build facilities, that are managed by our
in-house engineering teams, to ensure all our solutions are built, and configured, to
the highest standards for quality, stability and performance.

ADDITIONAL MANAGED SERVICES & SUPPORT

From tailor-made SLA solutions, warranty support and spares packages – Boston
offers customised services level work packages for the ongoing support and
management of your solutions.
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The first Boston Labs facility was launched in 2005 just outside London, when it
became apparent that our customers were not able to gain a full understanding
of latest generation hardware and its application against their workloads/use
cases.
Following the success of the UK Lab, further facilities were opened in Germany
and India, with future sites earmarked for the future.
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LEVERAGE OUR
EXPERTISE

Understandably, some customers are unable to visit
our labs in person. Therefore, arrangements can be
made for test systems to be set up in any of our labs
EXPERT HELP EVERY with remote access via a VPN or other means;
enabling trials on Boston solutions from wherever
STEP OF THE WAY
you are in the world.

AT YOUR
CONVENIENCE
WITH ANYTIME
REMOTE DIAL-IN
ACCESS

The Boston Labs facilities have grown in popularity
to such an extent that even leading hardware
manufacturers and industry journalists utilise them for
benchmarking and cluster configuration.

To find out the latest technologies available for
BE THE 1ST TO
testing please visit our website.
ACCESS THE LATEST
AND FUTURE
TECHNOLOGIES

As the chosen OEM manufacturing partner for numerous high-profile brands, we
have a great deal of expertise in customising our solutions to meet your exact
requirements.
Boston offers custom configuration of a server, workstation or solution needed by
your clients, confident that all aspects of the design have been qualified by Boston
for compatibility, cooling and expandability.
Many clients choose to have their solutions fully branded by us in order to hide the
origins of the original hardware and to help identify their products as unique
offerings within their target market sectors.
Think bigger with a bespoke chassis, branded packaging and ‘partner defined’
experiences for end users; we have the in-house expertise to suit your requirements.

• CHASSIS ENCLOSURE DESIGN
• UNIQUE COLOURING OF CASES, BUTTONS AND SWITCHES
• BESPOKE ONE OFF "SHOW" DEMONSTRATION CHASSIS
• COMPANY BRANDED BEZELS AND SIDE PANELS
• CLIENT SPECIFIC BADGES AND STICKERS
• CLIENT BRANDED MANUALS & DOCUMENTATION
• ON-SITE TESTING AVAILABLE

ON-SITE TESTING
AVAILABLE
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Boston’s in-house validation, build, test and QA procedures are second to none;
however, we can augment these to reflect your specific needs; including full
rack-scale design.
Depending on your circumstances, our expert solution architects can be
available to work with you right from the early design phase, all the way through
to the delivery and installation of your solution.
01
02
03
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CONSULT
DESIGN
ASSEMBLE

04

CONFIGURE

05

TEST

06

SHIP

07

INSTALL

08

SUPPORT

With over 25 years in the industry, and access to
leading-edge technologies such as
immersed-computing; and leading software vendors,
Boston are uniquely placed to offer a full rack-scale
design that includes BIOS, firmware, IPMI, OS and
customer imaging – including ongoing cluster
management.
For more information on Boston’s rack-scale design
service visit bit.ly/BostonServices

Once you have received your new system, our after sales support team are on hand
to answer any queries or problems that you may have.
Every support engineer is trained to deal with requests quickly and effectively, using
escalation procedures where necessary to ensure maximum up-time. In addition to
our standard warranty, we can offer fully tailored service solutions should this be
required.

HPC CONFIGURATION CASE STUDY
Challenges:
The UK’s Science and Technology Facilities Council
(STFC) needed to upgrade the storage infrastructure
for the JASMIN super data cluster. With demand for
growth of up to 300PB in the next few years.
Solution:
BostonLabs liaised with STFC to understand their
specific requirements before configuring a solution
that ultilised Quobyte's Data Centre File System.
Advantage:
In addition to having S3 connectivity, the Quobyte
system also afforded the JASMIN administrators the
ability to scale their storage capacity (currently at
42PB) & performance linearly while providing ease of
managment.

01

24/7 PHONE
SUPPORT

02

ONSITE WARRANTY
SUPPORT

03

NEXT DAY AND
SAME DAY
BUSINESS SERVICES

04

GLOBAL WARRANTY
COVERAGE
AVAILABLE
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GPU SOLUTIONS

When it comes to the High Performance Computing (HPC) market, clusters are
rapidly reshaping it, driven in the most part by price/performance and the open
source Linux OS.
Even though there are endless opportunities that clusters offer, and clusters,
comprised of commodity server hardware and software are gaining
acceptance…getting a cluster running, and learning how to use it, requires skilled
resources, services and time.
If not installed correctly, this can lead to badly planned
clusters with software that hasn’t been chosen
appropriately.

01

INGEST

The result? IT departments turn to costly SMP
alternatives because of the standardisation
shortcomings of cluster computing.

02

PARALLELISE

03

CLUSTER
MANAGEMENT

04

PRIVATE CLOUD

05

SCHEDULERS

06

SECURITY

07

CONTAINERISATION

Boston understand the end-to-end process of
building, implementing and managing clusters, so cost
is minimised, as is the time to get a cluster fully
operational.
Boston offers a range of both open source and
commercial cluster management packages, that are
selected in-line with our clients environment and
workflow.
We are able to pre-engineer and test multiple
variations of hardware and software packages in our
Boston Lab facilities - making our Linux compute
clusters easy to deploy, simple to use, consistent,
transparent, turnkey and available.
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ACCELERATED SOLUTIONS FOR HPC
NVIDIA® DGX™ SYSTEMS

As an NVIDIA Elite Partner, Boston are pleased to offer NVIDIA DGX systems available
for purchase, lease and testing along with training from the Deep Learning Institute.

IBM POWER AC922

The world’s only server enabling NVIDIA NVLink between CPUs and GPUs, the AC922
delivers earlier prototypes and yields faster ROI.

9
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GPU SOLUTIONS

GPU SOLUTIONS

NVIDIA® DGX™
A100

IBM POWER
AC922

NVIDIA® DGX™ A100 is the world’s first
AI system built on the NVIDIA A100
Tensor Core GPU. The world’s most advanced
accelerator enables enterprises to consolidate
training, inference, and analytics into a unified,
easy-to-deploy AI infrastructure that includes
direct access to NVIDIA AI experts.

NVIDIA® DGX™ Systems are designed to give
data scientists the most powerful tools for AI
exploration—tools that allow you to go from
your desk to the datacentre to the cloud from
the second you switch your system on.

KEY FEATURES

Training

PageRank

NLP: BERT-Large

Peak Compute

Faster Analytics Means Deeper Insights to
Fuel AI Development

Faster Training Enables the Most Advanced AI
Models

Faster Inference Increases ROI Through
Maximized System Utilization
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10 PetaOPS (172X)

CPU Cluster 58 TeraOPS

216 Sequences

0

Graph Edges per Second (Billions)
3,000X CPU Servers vs. 4X DGX A100. Published Common Crawl Data Set: 128B Edges, 2.6TB Graph.

DGX A100

1,289 Sequences (6X)

8X V100 FP32

52 Graph Edges

200

Inference

DGX A100 TF32

688 Graph Edges (13X)

0

10

•

Analytics

CPU Cluster

faster processing of large models with fewer
IO transfers. Power 9 architecture too enables
direct NVLink 2.0 access from the processor
to up to six NVIDIA V100 GPU accelerators
– up to 5.6x* of the bandwidth provided by
x86-based servers.

KEY FEATURES

GAME CHANGING PERFORMANCE

DGX A100

The IBM Power System AC922 is perfect for
powering Enterprise AI initiatives throughout
their lifecycle. With an optimised hardware
and software stack from IBM, the AC922
delivers earlier prototypes and yields faster
ROI than it’s competitors. Coherent system
and GPU memory capabilities enable

900

1,200

1,500

Sequences per Second
BERT Pre-Training Throughput using PyTorch including (2/3)Phase 1 and (1/3)Phase 2. Phase 1 Seq
Len = 128, Phase 2 Seq Len = 512. V100: DGX-1 with 8X V100 using FP32 precision. DGX A100: DGX A100
with 8X A100 using TF32 precision.
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The Power AC922 is uniquely capable of
supporting larger models and data sets,
by accessing system from GPU-based
processes and algorithms, without PCIe
bottlenecks.
The Power AC922 delivers up to 3.8x**
the AI performance, vs similarly-configured
x86-based systems.

TeraOPS per Second
CPU Server: 2X Intel Platinum 8280 using INT8. DGX A100: DGX A100 with 8X A100 using INT8 with
Structural Sparsity.

•

•

The Power AC922 is the only server
capable of delivering I/O performance
between CPUs and GPUs, supporting the
massive throughput required for HPC,
deep learning and AI workloads.
The Power AC922 includes a variety
of next-generation I/O architectures,
including: PCIe Gen4, CAPI 2.0, OpenCAPI
and NVIDIA NVLINK.

TENSOR CORE

DGX™ A100

AC922 8335-GTC

AC922 8335-GTW

The
NVIDIA
A100
Tensor
Core
GPU
delivers
unbelievable acceleration at every scale for AI, data
analytics, & HPC to tackle the world’s toughest computing
challenges. With third-generation NVIDIA Tensor Cores
providing a huge performance boost, the A100 GPU can
efficiently scale up to the thousands or, with Multi-Instance
GPU, be allocated as seven smaller, dedicated instances to
accelerate workloads of all sizes.

NVIDIA® DGX™ A100 is
the universal system for
all AI workloads, offering
unprecedented compute,
density, performance, and
flexibility in the world’s first
5 petaFLOPS AI system.

This air-cooled system features 2x
POWER9 CPUs (16 or 20 cores) with NVLink
2.0 Technology: a link with up to 5.6X the
performance (150 GB/sec) to each NVIDIA
V100 with NVLink GPU.

This water-cooled system features 2x
POWER9 CPUs (18 or 22 cores) with NVLink
2.0 Technology: a link with up to 5.6X the
performance (100 GB/sec) to each NVIDIA
V100 with NVLink GPU.

* 1 5.6x more I/O bandwidth – tested results are based on IBM Internal Measurements running the CUDA H2D Bandwidth Test Hardware: Power AC922; 32 cores (2 x 16c chips), POWER9 with NVLink 2.0;
2.25 GHz, 1024 GB memory, 4xTesla V100 GPU; Ubuntu 16.04. S822LC for HPC; 20 cores (2 x 10c chips), POWER8 with NVLink; 2.86 GHz, 512 GB memory, Tesla P100 GPU Competitive HW: 2x Xeon E52640 v4; 20 cores (2 x 10c chips) / 40 threads; Intel Xeon E5-2640 v4; 2.4 GHz; 1024 GB memory, 4xTesla V100 GPU, Ubuntu 16.04
** Enables faster insights – 3.8x speedup based on comparing an AC922 with an Intel Xeon E5-2640 v4; 2.4 GHz; 1024 GB memory, 4xTesla V100 GPU running 1000 iterations of Enlarged GoogleNet
model (mini-batch size=5) on Enlarged Imagenet Dataset (2240x2240) on Caffe
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HPC STORAGE SOLUTIONS

STORAGE SOLUTIONS FOR HPC
HYPER-CONVERGED, VIRTUALISED & CLOUD

Boston can provision hyper-converged appliances which are built specifically for HPC
workloads and are designed to consume any of the storage options below.

VENDOR-DEFINED APPLIANCE HPC STORAGE

Appliance HPC storage provides a packaged solution which can be easily managed &
tuned with the manufacturer supporting the whole stack to provide peace of mind.

With solutions built on Intel® Xeon® Scalable Processors,
we’re delivering industry leading, workload optimised
performance through built-in AI acceleration. This provides
a flexible foundation to help speed data’s transformative
impact, from the intelligent edge to the multi-cloud and back.

COMMERCIAL SOFTWARE DEFINED HPC STORAGE

Boston can build feature rich HPC storage on Supermicro hardware to deliver value
without compromising on usability.

LOW-COST, OPEN SOURCE, SOFTWARE-DEFINED HPC STORAGE

Boston can deliver open source software defined storage to deliver low cost per TB,
ideal for enterprises with experience in this area.

CUSTOM SOLUTIONS

Have a specific storage solution in mind? Get in touch and we will tailor make your
solution to fit your exact requirements.

12
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HYPER-CONVERGED, VIRTUALISED & CLOUD

VSCALER®
Boston have partnered with vScaler to provide
hyper-converged infrastructure as a service
using ‘appliance building blocks’ that dramatically simplify the deployment and support of
your own private cloud. With no vendor lock-in
and multiple service options to meet your budget and requirements, we deliver your cloud,
your way. vScaler is based on OpenStack, and

has an intuitive interface for deploying Linux
or Windows VMs and containers bare-metal
servers, configuring shared storage resources,
managing your network, defining user security
protocols, or monitoring system performance
– giving you more time to focus on your users’
applications.

KEY FEATURES

USE-CASES

Finance, Government, Broadcast & Media, Scientific Research, Oil & Gas, Manufacturing and
Bioinformatics are simply a few of the verticals that can leverage the vScaler cloud platform and
services.

vScaler finely tuned cluster management software enables you to deploy clusters or clouds of
any scale either on premise, in the cloud or across both in a hybrid model. Build and configure:

70%

More cost effective
than leading cloud
providers

40%

Faster than native
OpenStack in LiINPACK
Performance tests

6x

Performance boost
thanks to high
performance vNICs

• HPC Clusters.
• Hadoop Clusters (Hortonworks or Cloudera)
• Clouds (Openstack)
• Parallel file systems (Lustre or BeeGFS)

CASE STUDY
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FLEXIBLE
INFRASTRUCTURE

SCALE-OUT
STORAGE

UP TO 200 VMS
PER APPLIANCE

Deploy what you need when
you need it, mix & match
different technologies and
applications

Featuring a parallel file
system for high performance
IO.

Run up to 200VMs in a
single Hyper-Converged 2U
appliance

CHALLENGE

SOLUTION

ADVANTAGE

NxAARK’s primary objective
was to find a cost-effective
cloud model that would
enable it to quickly offer
Hosted Enterprise Cloud to
its
customers
at
a
competitive price point.

The vScaler HCI modular
solution delivered a fully
integrated,
multi-location
platform, hosted on-premise.
The flexibility & fast learning
curve aligned with NxAARK’s
build as-you-grow approach
& enabled them to ‘Go-Live’
within weeks.

By deploying an out of the
box, repeatable solution,
NxAARK saved on the cost of
setting up a dedicated team
to build a cloud platform
from scratch as well as time &
effort to re-invent technology
upgrades & enhancements.
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MULTICLOUD
DEPLOYMENT
OPTIONS

VENDOR DEFINED APPLIANCE HPC STORAGE

DDN EXASCALER
POSIX
For over 20 years, DDN has designed,
developed, deployed and optimised systems,
software and storage solutions that enable
enterprises, service providers, universities and
government agencies to generate more value
and to accelerate time to insight from their data
and information on-premise and in the cloud.

Developed and optimised using the latest
advances in filesystem software technology,
EXAScaler delivers extreme performance,
scalability, capability, reliability and simplicity.

KEY FEATURES
ENTERPRISE STORAGE FEATURES IN A HPC ARRAY

•
•

Simplify data management and orchestration with API driven data integration tool.
Snapshots, Encryption, Data Integrity, Quotas, Cloud Workload analytics (SIA), MultiCloud
readiness & Multitenancy – all features that you would see in Enterprise grade storage.

MULTI-PROTOCOL SUPPORT & FEATURES FOR EVOLVING CUSTOMER NEEDS

•
•

File (NFS & SMB) Object (S3) and Container support
Fastest throughput per SSD, scalable metadata all drive performance.

NFS
SMB
HDFS
S3

COMPREHENSIVE
SECURITY

FULL SPECTRUM
PERFORMANCE

COMPLETE DATA
MANAGEMENT

STRONG DATA
PROTECTION

NVMe, SSD,
HDD, TAPE, S3

USE-CASES
ARTIFICIAL INTELLIGENCE

HIGH PERFORMANCE COMPUTING

Emerging AI use cases are driving growthoriented data management strategies.
Where traditional storage architectures
fall short, EXA5 is optimised to address the
challenges of performance, scale and data
mobility with simplicity and reliability.

Scientists and engineers are continuously
pursuing new ways to solve complex
problems faster. HPC workloads like physics
modeling, oil and gas discovery & genomics
process masive amounts of data accessed
by multiple systems simultaneously.

CASE STUDY
DDN EXA5
EXA5 introduces several new data management and integrity filesystem features developed by
DDN and is only available in its appliances and cloud offerings. Stratagem is a powerful data
orchestration engine that gives users comprehensive data residency controls using policy-based
placement. Hot Pools intelligently moves data between high-performance flash and large capacity
disk and ensures efficient use of storage. A native T10DIF implementation ensures that data is
handled with full integrity from application to disk. Several dozen other new features in EXA5
deliver unique value to users looking to deploy the most demanding workloads on premise, in
the cloud.
16

CHALLENGE

SOLUTION

ADVANTAGE

A leading life sciences
university required shared
computational resources to
accelerate genomic medicine
research, whilst; keeping
costs down under a tight
budget.

System
overhaul
for
improved
performance
and build capabilities for
simulations, data analysis
and sharing.

Enabled system overhaul
under limited budgets,
combining Infiniband and
40/10 Gbps Ethernet with
a DDN Storage solution
solution
to
improve
performance
&
build
capabilities.
17

METADATA
VENDOR DEFINED APPLIANCE HPC STORAGE

SMALL FILES

PANASAS®

NVMe
SSD
SATA
SSD

LARGE FILES

SATA
HDD

The Panasas® PanFS® parallel file system has a long standing relationship working with
on ActiveStor Ultra delivers the highest Panasas, making us the number one partner to
performance among competitive HPC storage engage with to talk about Panasas storage.
systems at any capacity, and takes the
complexity and unreliability of typical highperformance computing (HPC) storage systems
off your hands. It does so using commodity
hardware at competitive price points. Boston

KEY FEATURES

OVERALL WORKLOAD

TO OSD

SEPERATED BY SIZE

STORED ON

EDR IB

25 Gbe

BOSTON HPC BROCHURE

PanFS
OSDv4
SOFTWARE

LINUX

PanFS ON ACTIVESTOR ULTRA

USE-CASES

ACTIVESTOR ULTRA

Speed, affordability, manageability—as the saying goes, pick two. Now Panasas is changing that
storage calculus. ActiveStor Ultra with PanFS offers the industry’s leading price/performance
in an appliance that maximizes simplicity, boosts reliability, and delivers the lowest TCO. With
the new PanFS, you get the fastest parallel file system at any price point and frustration-free
manageability. Expect more from your storage.

HIGH PERFORMANCE
Data access & performance
are consistently fast,
regardless of workload
complexity – and
performance & capacity scale
linearly without limitation.

LOW COST TO
OWN & OPERATE
With the lowest TCO of any
HPC storage solution,
Panasas combines the
industry’s leading
price/performance with easy
manageability.

EXTREME FLEXIBILITY

The new generation of PanFS is a
portable parallel file system ready
to run on qualified commodity or
OEM-certified storage hardware,
allowing for rapid adoption of
new hardware capabilities and an
expanded portfolio of hardware
options over time.

CASE STUDY
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HIGH
PERFORMANCE

SURPRISING
SIMPLICITY

UNPARALLELED
RELIABILITY

Data access and performance
are
consistently
fast,
regardless
of
workload
complexity.

Panasas offers performance
and capacity scale linearly
without limitation.

Fully automated online
failure recovery protects
your data assets. Networkdistributed erasure coding
and fully parallel rebuilds
recover nodes quickly.

CHALLENGE

SOLUTION

ADVANTAGE

Rutherford’s Appleton Lab
(RAL) needed a parallel
file system to obtain the
scalability and affordable
performance required for
its rapidly expanding climate
modelling workloads.

The Panasas ActiveStor was
chosen because it offered a
fully integrated solution that
outshined the alternatives
in cost, ease of deployment,
ease of management, and its
seamless linear scalability.

The ActiveStor delivered
twice
the
required
performance
was
an
added bonus.
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COMMERCIAL SOFTWARE DEFINED HPC STORAGE

WEKA IO

ETHERNET
OR
INFINIBAND
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SSD

NFS

SMB

SMB

S3 DATA LAKE

Built for NVMe flash and cloud-native, Weka
is a parallel file system designed to enable
organisations to maximise the full value of
their high-powered IT investments - compute,
networking and storage. By leveraging existing
technologies in new ways and augmenting them
with engineering innovations, Weka’s software
delivers a more powerful and simpler solution

that would have traditionally required several
disparate storage systems. The resulting
software solution delivers high performance
for all workloads (big and small files, reads
and writes, random, sequential, and metadata
heavy).

SINGLE
NAMESPACE

WEKA CLIENT
PRIVATE

PUBLIC

WEKAFS

KEY FEATURES

USE-CASES

WEKA FS™

ARTIFICIAL INTELLIGENCE

CONTAINERS

FINANCIAL SERVICES

Artificial Intelligence requires
fast data processing. Weka
alleviates challenges across
the entire data pipeline
whether running across onprem and the public cloud.

Weka’s solution for
Kubernetes helps deliver
value from the cloud to
the edge with at scale
performance.

Quantitative modelling helps
mitigate risk, detect fraud and
develop new trading algorithms.
Weka covers latency sensitive
workloads at exabyte scale.

Discover a better way to harness the power of data to deliver better outcomes. Weka’s Data
platform was built from the ground up to shatter the limits imposed by legacy storage architectures
by taking a unique software-only approach to address the needs of modern workloads. WekaFS
is ideally suited for the challenges of mixed workloads—large and small files, random and
sequential access, structured and unstructured data.

CASE STUDY
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FIND THE RIGHT PLACE
FOR YOUR DATA

EASY
MANAGEMENT

ELIMINATE
GUESSWORK

Manage all your file and
object data on NVMe, SSD
flash or disk in the system.
Leverage object connectivity
to utilise low cost on-prem
storage or the cloud.

Management is easy with a
simple GUI. Rapidly provision,
manage policies, change data
protection levels and monitor
system health intuitively.

No tuning is required once
set up. WekaFS is ideal for
the challenges of mixed
workloads.
Files
large
and small, random and
sequential, data structured
and unstructured.

CHALLENGE

SOLUTION

ADVANTAGE

Genomics
England
had
previously, implemented a
scale-out NAS solution from
a leading vendor to support
the 100,000 genome project;
however, it had already hit its
limit on storage node scaling &
performance suffered when the
system was near capacity.

A two-tier architecture that
takes commodity flash and
disk-based
technologies,
presenting it as a single hybrid
storage solution. The primary
tier consists of 1.3 Petabytes
of high performing NVMe flash
storage which supports the
working data sets.

GE was able to realise no limit
on capacity scaling, over 10x
improvement in performance,
75% reduction in storage cost
per genome, as well as now
embedding a full disaster
recovery strategy and offering
integration with public cloud
for compute elasticity.
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COMMERCIAL SOFTWARE DEFINED HPC STORAGE

IBM SPECTRUM
SCALE™
Enterprises and organisations are creating,
analysing and keeping more data than
ever before. In delivering those insights,
an organisation’s underlying information
architecture must support the hybrid cloud,
big data and artificial intelligence (AI) workloads
along with traditional applications while
ensuring security, reliability, data efficiency

POSIX

HDFS

NFS

SMB

Swift/S3

IBM Spectrum Scale
and high performance. IBM Spectrum Scale™
is capable of managing petabytes of data and
billions of files providing world class storage
management with scalability, performance and
policy-based storage tiering.

SSD

Fast
disk

Slow
disk

Tape

Object

KEY FEATURES

USE-CASES

SPECTRUM SCALE™

HIGH PERFORMANCE COMPUTING (HPC)

IBM Spectrum scale™ is a parallel file system, where the intelligence is in the client and the client
spreads the load across all storage nodes in a cluster, even for individual files. The IBM Spectrum
Scale architecture allows it to seamlessly handle tens of thousands of clients, billions of files and
yottabytes of data. IBM Spectrum Scale allows different applications or services to access the
same data without moving or altering it. The system can span multiple storage environments
and datacentres to eliminate data silos and “filer sprawl.”

•

The Spectrum Scale HDFS connector enables HPC customer to spin-up and terminate Hadoop
or Spark clusters on their existing super computers like any other HPC job.

DATA INTENSIVE APPLICATIONS

•

Spectrum Scale enables scientists to seamlessly integrate HPC-like infrastructure into their
experiments and into their workflows to get timely insight in new data sets.

CASE STUDY
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SIMPLIFIED DATA
MANAGEMENT

SIMPLE
ADMINISTRATION

SECURITY
ENHANCEMENTS

CHALLENGE

SOLUTION

ADVANTAGE

The Spectrum Scale client
spreads load across all nodes
in a cluster. This means that
the architecture can scale
easily while providing access
to thousands of clients.
Capacity, Cloud

The enhanced GUI supports
many features - performance,
capacity, cloud tiering &
enhanced maintenance with
IBM remote support.

File audit logging capability
tracks user access to the
filesystem across all nodes
and protocols. This ensures
you have full visibility of who
is accessing your storage.

To maintain its reputation as a
premier research institution, a
leading UK university needed
to ensure that data is always
available to a growing number
of users running increasingly
complex simulations.

The university deployed IBM®
Spectrum Scale™ and IBM
Spectrum Protect™, increasing
transparency around that data’s location and who accesses
it, and increasing its mobility
within a diverse IT environment.

The
solution
supplied
supports compliance with
data protection regulations at
a low cost without disruption.
Significant cost saving due to
operational efficiency & 5000
researchers are supported by
infrastructure that helps them
get to results faster.
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SCALE-OUT

NVME/BURST
BUFFER SOLUTION
Solving one of the biggest challenges in
computing today, Excelero enables low
latency & high-performance access to NVMe
volumes, delivered to remote clients with
minimum processor overhead. This solution
is available in disaggregated or converged
configurations,
and
employs
Mellanox
technologies to keep processor overhead

and latency low, whilst bandwidth is plentiful,
making it a perfect fit for a myriad of different
use cases. NVMesh is a Software-Defined Block
Storage solution that features Elastic NVMe, a
distributed block layer that allows unmodified
applications to utilise pooled NVMe storage
devices across a network at local speeds and
latencies.

KEY FEATURES

USE-CASES

NVMESH
•
•
•
•

100% Server SAN
Elastic NVME pools storage across a
network at local speeds and latencies
0% CPU enables 100% converged
infrastructure
Virtual array

•
•
•
•
•

Scalable
Flexible
Efficient
Easy to use, manage & monitor
Optimised for performance

HIGH-FRAMERATE
STORAGE FOR
ANY-K VIDEO POST
PRODUCTION

LOCAL BURST
BUFFER

DATABASES

CONTAINERS

CASE STUDY
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SCALE &
PERFORMANCE

EFFICIENCY

FLEXIBILITY

CHALLENGE

SOLUTION

ADVANTAGE

Local performance accross
the network. Predictable
application
performance.
Smart insights in utilisation.

Maximise the utilisation of
your flash media. Reduce
your capacity overhead.
Easily manage & monitor.

Utilise
any
hardware.
Use
existing
network
infrastructure.
Choose
from multiple redundancy
options.

InstaDeep™ decided to build
an “AI as a Service” offering.
Their key requirements for the
data centre infrastructure were
that it needed to be scalable,
flexible and highly efficient to
deliver high ROI.

InstaDeep chose Excelero’s
NVMesh® on Boston Flash-IO
Talyn storage to provide GPUs
with access to a scalable pool
of high-performance NVMe to
ensure full utilisation of the
GPU processing power.

Excelero’s NVMesh eliminates
any compromise between
performance & practicality, &
allows GPU optimised servers
to access scalable, high
performance NVMe flash
storage pools as if they were
local flash, resulting in higher
ROI & faster time to results.
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LOW-COST OPEN SOURCE HPC STORAGE

LUSTRE

COOLING SOLUTIONS

The Lustre® file system is an open-source, who have started to deploy Lustre into their
parallel file system that supports many mainstream products.
requirements of leadership class HPC
simulation environments. Born from a research
project at Carnegie Mellon University, the
Lustre file system has grown into a file system
supporting some of the Earth’s most powerful
supercomputers. Lustre is owned by DDN

COOLING SOLUTIONS FOR HPC
ZUTACORE

KEY FEATURES
LUSTRE

Lustre is an open-source product meaning that it is developed by a community of users. A lot of
experience is needed to administer Lustre storage, meaning that what you gain in free software
you may lose in a poorly planned system with the cost to administer the platform and loss of
service due to downtime. Boston is uniquely placed to look at the entire business need for HPC
storage to help you select the right product. Although Lustre is an Open Source product, there
will be cost considerations for the hardware used both from a compute and network perspective.
Should Lustre be the right fit, Boston has the experience to hand to deliver the correct hardware
for your Lustre deployment.

HIGHLY
CONFIGURABLE
The Open Source nature of
Lustre means that it has a
high level of configuration.
This makes Lustre an
extremely flexible storage
platform.
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LOW COST

BOSTON EXPERTISE

The Open Source nature of
Lustre reduces the cost of
the HPC storage deployment
by removal of the software
storage element.

Boston has the expertise
to help you design and
deliver a Lustre SDS
platform. We use best
practice and architectural
guidelines
to
deliver
solutions customised to
your requirements.

The in-rack HyperCool solution uniquely supports up to 20kW computing power with
an in-rack air cooled condenser and 70kW computing power with an in-rack water
cooled condenser. This liquid cooling solution can enable customers to keep up with
higher performance systems with shorter latencies, while saving scarce resources
including energy, water and space. HyperCool is densifying datacentres from small
to large scale, for both datacentre retrofits and new builds.

ASPERITAS

With an impressive catalogue of expertise to ensure the solution meets your full
requirements; the collaboration between award winning immersion cooling experts
Asperitas and Boston offers an end-to-end immersion cooling “datacentre-in-a box”
solution for enterprise, cloud and telecom providers , HPC and datacentre operators. Asperitas’ AIC24 immersion cooling solutions can facilitate optimised immersion ready servers with a max. 21” format.
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COOLED BY ZUTACORE RACK

The ZutaCore HyperCool waterless two-phase, liquid
cooling (2PLC) based system provides a unique
combination of benefits that directly addresses today's
computing density needs and the future cooling demands
of the world's computing infrastructure. Mechanically
self-regulated, HyperCool provides on demand
capabilities simply and reliably for high performance
computing applications requiring high densities in new
design and retrofits.

COOLING

ZUTACORE

TWO-PHASE, LIQUID COOLING (2PLC)
ZutaCore’s innovative direct-on-chip, waterless,
two-phase liquid cooling (2PLC) solution helps
customers meet and surpass the challenges
posed by high performance computing
requirements. This solution goes beyond the
limits of air and eliminates the use of water,
mitigating the risk of IT failure and maximising
cooling efficiencies. 2PLC solves thermal

KEY FEATURES

BENEFITS

COOLED-BY-ZUTACORE

•
•
•
•

The Cooled-by-ZutaCore In-Rack solution fits into any rack in almost any environment. It uniquely
supports up to 15kW computing power with an in-rack air cooled condenser and 70kW computing
power with an in-rack water cooled condenser. It needs no plumbing or special environment
outside of the rack – making it an ideal solution for existing data centers needing to accommodate
higher power density in servers and racks as well as edge applications.
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In-rack units combine the hardware system with a
Software-Defined-Cooling (SDC) platform. By reducing
the datacentre design to commissioning cycle and halving
costs, ZutaCore empowers datacentre owners and
operators to accelerate ROI and maximize real estate assets
by supporting the proliferation of autonomous and central
datacentres.

challenges and provides significant datacentre
power reduction. Furthermore, 2PLC is future
proof and prepared for any evolution in highpowered chips: there is no limit to what it can
cool as processors progress toward 1000W
and even beyond.

50%

3X

50%

0%

50%

>1000W

LESS
ENERGY

PROCESSING
CAPACITY

LESS
SPACE

RISK OF
MELTDOWN

CAPEX
REDUCTION

CHIP
COOLING

•

Minimal additional space (RHx door or in-rack HRU).
No chilled water-cooling system required to remove the high heat load.
Easily deployed without modifying existing infrastructure and easy maintenance.
Installation of high-powered computing nodes in an existing data center facility served by a
traditional room cooling technology.
The direct-on-chip system uses a non-conductive refrigerant, eliminating water inside the
rack

WHY ZUTACORE?
BIG IMPACT IN A
SMALL FOOTPRINT

ENERGY EFFICIENT
DATACENTRES

MORE COOLING IN
LESS SPACE, WITH
LESS ENERGY

UNRIVALED HEAT
DISSIPATION AT
THE CHIP

ZutaCore’s Hypercool
can be configured for
use in racks, in rear
doors and in whole rows.

HyperCool slashes the
consumption of scarce
resources including
energy, water and land.

HyperCool triples the
processing capacity of
highly dense computing
environments.

HyperCool is uniquely
built for dense, high
temperature compute
environments.
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COOLING

BOSTON IMMERSED
COMPUTING
Boston, in partnership with Asperitas, are
making sustainable data centres possible
anywhere they are needed, to facilitate
emerging digital technologies, from high
density compute to cloud. Immersed
Computing® is a concept based on efficient
liquid immersion technology and the basis for
a unique infrastructure solution: the AIC24.

NETWORKING

The AIC24 is the only immersion plug & play
solution based on natural convection.
Immersed Computing® is enabling optimised
and even customised server designs for record
breaking high density platforms (CPU and GPU)
and solutions for HPC without the datacentre
complexity.

Thanks to our close partnership with Mellanox, a leading end-to-end network solution manufacturer, we have a vast array of solutions to suit your HPC
requirements.

NETWORKING
SOFTWARE DEFINED NETWORKING (SDN) AND CUMULUS® LINUX®

KEY FEATURES
FLEXIBILITY

SUSTAINABILITY
•
•
•

Circular design
CO2 ↓ upto 40%
98% energy reuse

•
•
•

Modular system
Plug & Play
Anywhere

EFFICIENCY
•
•
•

TCO ↓ upto 40%
Availability ↑
Density ↑ x5

SDN changes the fundamental way that networks work, the core concept of SDN is
decoupling the two roles that networks must perform; the control plane and the data
plane. The addition of Cumulus Linux means customers have the option to choose
the leading Linux NOS on the market.

INFINIBAND SWITCHES AND ADAPTERS

Mellanox combine industry standard InfiniBand technology, supporting up to
200Gb/s in their adapter and switch products, with integrated InfiniBand Router
and InfiniBand to Ethernet gateways, Mellanox switches provide scalable fabric for
powering the world’s largest and fastest high-performance computing systems and
next generation datacentres.

ETHERNET SWITCHES AND ADAPTERS

Mellanox Ethernet products enable users to benefit from far more scalable, lower
latency, and virtualised fabric with lower overall fabric costs and power consumption,
greater efficiencies, and more simplified management than traditional Ethernet
fabrics.

INDUSTRY VALUE CHAIN EXAMPLE

CLOUD VALUE CHAIN
ENERGY EFFICIENCY
SOFTWARE EFFICIENCY
IT HARDWARE
DC OPERATIONS
DC FACILITIES
DC BUILD
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SINGLE TENANT

CABLING

HOSTING
(IAAS/PAAS)

PRIVATE IN
COLOCATION

SAAS IN
COLOCATION

The Mellanox LinkX product family of cables and transceivers provides the industry’s
most complete line of 10, 25, 40, 50, 100 and 200Gb/s interconnect products.
They are often used to link top-of-rack switches downwards to servers, storage &
appliances and upwards in switch-to-switch applications. Products are available in
both Ethernet and InfiniBand protocols and SFP & QSFP form factors.
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NETWORKING SOLUTION

NETWORKING SOLUTION

MELLANOX QUANTUM™
HDR SWITCH QM8700

MELLANOX SPECTRUM®-3
SWITCH SN4000
3®

The SN4000 series switches are the 4th
generation of Mellanox Spectrum switches, built
to support modern scale-out distributed data
centre applications. These switches support
up to an impressive 25.6Tbps of bidirectional
switching capacity. The SN4000 comes with
built-in What Just Happened (WJH)™ telemetry &
Advanced Network virtualisation capabilities as
well as supporting multiple network operating
systems such as Mellanox Onyx, Cumulus Linux,
SONiC and DENT. The SN4000 series is ideal
for building wire-speed & cloud-scale layer-2 &
layer-3 networks.

Built with Mellanox’s Quantum™ InfiniBand
switch device, the QM8700 provides up to forty
200Gb/s ports, with full bi-directional bandwidth
per port. The QM8700 is the world’s smartest
network switch, designed to enable in-network
computing through the Co-Design SHARP
(Scalable Hierarchical Aggregation and Reduction
Protocol) technology. The Quantum™ switch
improves the performance of selected collective
operations by processing the data as it traverses
the network, eliminating the need to send data
multiple times between end-points.

KEY FEATURES:

KEY FEATURES:

PERFORMANCE
40 X HDR 200Gb/s ports in a 1U switch
80 X HDR100 100Gb/s ports (using splitter cables)
16Tb/s aggregate switch throughput
Sub-90ns switch latency

ADVANCED DESIGN
Adaptive Routing
Congestion Control
Collective offloads (SHARP)
VL mapping (VL2VL)

OPTIMISED DESIGN
1+1 Redundant & hot-swappable power
N+1 Redundant & hot-swappable fans
80 Plus Gold and Energy Star certified power supplies
x86 ComEx Broadwell CPU
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FEATURES WITHOUT
COMPROMISE

Advanced Network Virtualization
with high performance single pass
VXLAN routing and IPv6 segment
routing, Comprehensive Layer-2,
Layer-3 and RoCE, Programmable
Pipeline with the ability to
programmatically parse, process
and edit packets.

PERFORMANCE WITHOUT
COMPROMISE

Fully shared packet buffer provides
fair, predictable &
high-performance data
path - essential for scale out
software defined storage and
modern multi-tenant cloud
deployments, Consistent and low
cut-through latency

VISIBILITY WITHOUT
COMPROMISE

Inband Network Telemetry
(INT)-ready hardware,
Streaming Telemetry,
512K on-chip flow counters
tunnel end points

INTERESTED?

INTERESTED?

The QM8700 together with Mellanox ConnectX®-6 adapter card support HDR100. By utilising
two pairs of two lanes per port, the QM8700 can support up to 80 ports of 100G to create the
densest TOR switch available in the market.

Boston are official distributors of Mellanox and are fantastically placed to advice you on the best
solution for your requirements.
Our team are ready to answer any questions you may have about networking.
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SHOWCASE NODE
3RD GENERATION INTEL® XEON® SCALABLE

620TP-HTTR (PER NODE)
Form Factor:
CPU:
Memory:
Expansion:
Disk:

2U Rackmount
2x 3rd Gen Intel® Xeon® Scalable CPUs
16x DDR-4 Registered ECC 3200MHz
2x PCIe 4.0 x16 LP Slots, 1x PCIe 4.0 x8 Slot
3x 3.5” Hot swap SATA bays

220TP-HTTR (PER NODE)
Form Factor:
CPU:
Memory:
Expansion:
Disk:

2U Rackmount
2x 3rd Gen Intel® Xeon® Scalable CPUs
16x DDR-4 Registered ECC 3200MHz
2x PCIe 4.0 x16 LP Slots, 1x PCIe 4.0 x8 Slot
6x 2.5” Hot swap SATA bays

120TP-DTTR (PER NODE)
Form Factor:
CPU:
Memory:
Expansion:
Disk:

1U Rackmount
2x 3rd Gen Intel® Xeon® Scalable CPUs
16x DDR-4 Registered ECC 3200MHz
2x PCIe 4.0 x16 LP Slots
4x 2.5” Hot swap SATA bays

GPU

2114GT-DNR (PER NODE)
Form Factor:

2U Rackmount - 2 Nodes

CPU:

Single AMD EPYC™ 7003 Series Processor

GPU:

Up to 3x NVIDIA® Tesla® A100

Memory:
Disk:

8x DDR-4 Registered ECC 3200MHz
2x Front Hot-Swap 2.5” U.2 NVMe bays

2124GQ-NART
Form Factor:

2U Rackmount

CPU:

Dual AMD EPYC™ 7003 Series Processors

GPU:

4x NVIDIA® Tesla® A100 SXM4

Memory:
Disk:

32x DDR-4 Registered ECC 3200MHz
4x 2.5” Hot swap SATA/SAS bays

420GP-TNAR+
Form Factor:

4U Rackmount

CPU:

2x 3rd Gen Intel® Xeon® Scalable CPUs

GPU:

8x NVIDIA® Tesla® A100 SXM4

Memory:
Disk:

32x DDR-4 Registered ECC 3200MHz
6x 2.5” Hot-swap NVMe/SATA/SAS bays

AMD EPYC™

AS-1114S-WTRT
Form Factor:
CPU:
Memory:
Expansion:
Disk:

1U Rackmount
Single AMD EPYC™ 7002 Series Processor

AS -2124BT-HTR (PER NODE)
Form Factor:
CPU:

2U Rackmount
Dual AMD EPYC™ 7002 Series Processors

8x DDR-4 Registered ECC 3200MHz

Memory:

16x DDR-4 Registered ECC 3200MHz

2x PCIe 4.0 x16 FHFL Slots, 1x PCIe 4.0 x16 LP Slot*

Network:

2x PCIe 4.0 x16 LP Slots

10x 2.5” Hot swap SATA3

Disk:

6x 2.5” Hot swap SATA3

AS-2014TP-HTR (PER NODE)
Form Factor:
CPU:
Memory:
Expansion:
Disk:

2U Rackmount
Single AMD EPYC™ 7002 Series Processor
8x DDR-4 Registered ECC 3200MHz
2x PCIe 4.0 x16 LP Slots
3x 3.5” Hot swap SATA3

*On some PCI-E 4.0 devices, it will only run at PCI-E 3.0 speed.
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TECH TALK

TECH TALK

BOSTON LABS WELCOMES THE DGX™ A100 TO OUR REMOTE
TESTING PORTFOLIO!
A few weeks ago the Boston Labs team were
working hard installing and preparing our unit
ready for our close partners and key customers
to begin proof of concept testing - here’s how
the unit was deployed and some highlights of
the interesting features that NVIDIA baked in
For those that are not aware - the NVIDIA® DGX™ along the way.
A100 is the universal system for all AI workloads.
It integrates 8 of the world’s most advanced A GUIDED TOUR OF THE DGX A100 AND
NVIDIA A100 Tensor Core GPUs, delivering the INSTALLATION...
very first 5 petaFLOPS AI system. The NVIDIA Note - Installing the DGX A100 requires both training
A100 GPU delivers unparalleled acceleration and experience - therefore it’s recommended to leave it
at every scale for AI, data analytics and high- to our NVIDIA certified professional installations team.
performance computing (HPC) to tackle the For example, due to the high density and feature packed
world’s toughest computing challenges! The unit specification the weight is a not insubstantial 143
A100 GPU offers 7x higher throughput than V100 kilograms - roughly that of two average people. For that
and with simultaneous instances per GPU, you reason, a server lift is necessary for installation and
have the flexibility to run GPUs independently should not be attempted without one.
or as a whole.
Earlier this year NVIDIA announced their latest
product that will join their existing lineup of DGX
Station™, DGX-1 and DGX-2. The team at Boston
Labs were excited to finally get their hands on
the brand new DGX™ A100 and begin testing.

Don’t try to be a hero - leave it to the professionals and stay
safe. Always follow H&S policy and use a server lift when
necessary.

PACKING & UNBOXING

Our DGX A100 was delivered in a palletised
box due to the system size and weight for safe
transport via carrier. This really is precious
cargo, so we want it to be safe from shock and
mishandling throughout the life cycle.

The DGX A100 unboxed

A box containing the bezel, accessories and
rails sits atop the system in the box. Included
in the accessories are quick start guides, power
cables and an NVIDIA branded USB thumb drive
containing restore software - another nice touch
(until somebody borrows it of course!)

DGX A100 as delivered

Underneath the accessory layer sits the
rackmount kit which is used to hold the server
in place in the rack at a fixed position. Naturally,
because the laws of physics exist, sliding rails
aren’t something which is available for the
DGX A100 as rack toppling is a real danger if
appropriate precautions aren’t taken.

Here we see the opened palletised box with the
protective upper layers and anti-static plastic
bag removed. The unit is ready to rack but with
the trademark golden bezel removed. The bezel
is shipped separately in the accessory pack to
keep it safe.
Graphic courtesy NVIDIA - https://www.nvidia.com/en-gb/data-center/dgx-a100/
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Front bezel, accessories & rails

As you can see, the unit occupies 6U of rack
space. Prior to bezel installation, we can clearly
see the front accessible features. There are
8 x front mounted high performance cooling
fan caddies with chunky grab handles for easy
removal, a power button and LED indicators
features to the right and 8 x 2.5” NVMe disk
bays are spread across the lower portion of the
chassis.
Hidden behind the bottom foam strip in the
below image are the USB and VGA connectors
located on the bottom of the enclosure for crash
cart/KVM connectivity in the cool aisle - a nice
touch for the comfort of those who will work
on the system in the datacentre. Being able to
connect a console to the front or rear of the unit
means you can choose to stay away from the
noisy, blowy & hot aisle - the preference of most
engineers.

A close up of one of the NVMe caddies populated with a
Samsung PM1733 3.84 - a very respectable choice for high
performance and capacity storage. These devices are used in
RAID 0 for the Data Cache only.

The drive trays used are clearly labelled with their
respective capacity and PCI-Express generation
and also have a clear set of LED indicators for
activity, failure and identification purposes.
The front mounted cooling fan caddies are
released with a button located at the top of the
handle. Once released, the fans can be pulled
out to the front replaced whilst the system is
running but be careful not to put fingers near
the blades or operate the fan without a guard.
Each individual caddy houses 2 x 92mm fans for
maximum air throughput and some redundancy.
Overall, the DGX A100 has a CFM output of 840
at 80% of the fan’s PWM setting. As you can
imagine this is suited only to a datacentre and
not something that anyone would want under
your desk.
Another nice touch is an LED indicator built into
the top right corner of the fan caddy to help
identify specific units in the unlikely event that
maintenance is required.

Front USB and VGA for KVM in the cool aisle
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Warning - cooling fans can cause injury and be dangerous if
not handled properly - be sure to read the manual and always
handle with care.

The rear of the DGX hosts a variety of ports
plugs and access panels ready to plumb into the
power and networking infrastructure of your
rack or datacentre. There are 3 defined sections
- the GPU tray, the MB tray (IO) and the power
supply plane. The power supplies and both the
CPU/GPU sections are removable for servicing
purposes. Internally there is a midplane which
connects each of these sections together
for high speed data and power transfer - an
impressive feat of electronic engineering.
Starting from the bottom there are 6 x C20 inlet
connectors for the power supplies AC input.
These feed the Delta 3kW PSU’s and allow for
3+3 redundancy and easily cover the 6.5kW
maximum power required to keep the system
up in the event of even 2 PSU’s disconnected or
failing. Perfect for A/B feed power feeds. NVIDIA
provide power cables with locking connectors
too to help reduce incidents of power cords
coming loose from repeated contact/pull from
other cables or being pulled out by accident.
Sneakily hidden next to PSU 0 on the far left
is the system serial number/asset tab - should
a quick check for identification or warranty
purposes be necessary.

The rear of the DGX A100 with the upper GPU tray removed and
placed on top.

DGX A100 rear schematic - Courtesy NVIDIA

A close up of the Delta 3kW PSU
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Above the power supply plane, the motherboard The second portion of the motherboard tray has
tray hosts the add in cards and general IO port a more traditional removable top panel which is
segments.
conveniently provided with a schematic of the
layout to aid servicing and trouble shooting.
Our DGX is fitted with 10 x 200Gbit/s Mellanox
Connect-X 6 VPI InfiniBand/Ethernet ports
spread across 8 x single port controllers for inter
cluster bandwidth and one dual port controller
for storage connectivity. An additional 2 dual
port cards can be added to help satisfy those
with huge storage bandwidth requirements ideal for NVMeOF platforms such as the Igloo
Talyn.
In the centre of the slot arrangement dual
1.92TB M.2 NVMe storage devices in software
RAID 1 are included for the operating system,
enabling the U.2 devices mounted in the hot
plug bays at the front to be reserved for data In the centre there is a clear channel of air flow
and caching as necessary.
for the dual AMD EPYC™ 7742 processors and
the accompanying memory. Either side are
The motherboard tray can be removed by PCI Express switches to connect the various
unscrewing two green thumb screws and network controllers to the system. Typically, an
opening the release levers. When slid out from AMD EPYC™ dual processor platform will have
the rear of the chassis, the motherboard tray lid up to 128 lanes of PCI-Express, however with
can be opened in two places. One section allows 10+ networking cards of 16 lanes each and
access to the IO and add in card area and the numerous other devices there needs to be some
second section enables access to the rest of lane management to enable all to connect.
the motherboard with access to the CPUs and
memory.

Motherboard tray IO and AOC access - a convenient hinge the
panel in place but allows free access.
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Sitting above the MB tray is the GPU tray, which
from the rear we can only see the vented panel
for the GPU cooling exhaust. The segmentation
of the design aids air flow and enables a clear

unobstructed path for clean air to cool the
GPUs rather than pre-heated air from the CPU
heatsinks or add in cards - commonly found in
many other system designs.

Power,
console
and networking are
connected ready for
bring up. In our case,
we will only connect
the storage network

From the bottom we can see the tray’s
connectors to the system midplane then,
above the 6 NVSwitch silicon and their attached
heatsinks. Finally, we can see where the money
is really spent - the impressive gold coloured
heatsinks covering the most important part of
the DGX - the 8 x Tesla A100 GPU’s themselves.
As SXM4 modules each GPU has massive
amounts of bandwidth for intercommunication
- 12 NVLinks per GPU which equates to 600GB/s
in both directions. To put that in perspective - a
PCI Express x16 Generation 4 link gives 32GB/s
and is currently the best available interconnect
option for most add in cards (including many
NVIDIA GPU’s) - that’s 19 times faster.

for now as we are working on a standalone DGX
A100 but have plans to scale later.
Our Flash IO Talyn and DDN EXA5 Lustre
storage units are already connected to our SDN
Mellanox Connect-X 6 Switch for our existing
DGX-2 deployment so we’re ready to go ahead

With our internal tour over, it’s time to physically
rack the system ready for bring up and
application installation. Our system is being
placed at the bottom of one of our lab racks.
TOR Switch connected
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to bring them online and begin importing our
models and training data at lightning 100 and
200Gbit/s interconnect speed.
With the unit installed, it’s simply a case of
installing the beautiful golden front bezel and
powering the system up. Our HPC and Deep
Learning/AI training team have been waiting
with bated breath to get some time on the DGX
A100 and gain insight into how it can accelerate
our customer workloads. Stay tuned for a follow
up article covering some of the results of their
testing which details applications that benefit

from the technical enhancements of Ampere
and the architecture this exciting DGX.
Boston Labs is all about enabling our customers
to make informed decisions to enable them to
select the right hardware, software and overall
solution for their specific challenges. Please do
get in contact and apply for a test drive of the
DGX A100 or any of the great technology which
we showcase from our close partners at NVIDIA,
Intel, AMD, Mellanox and many more - we look
forward to hearing from you all.
WRITTEN BY:

ALSO DELIVERING NVIDIA®
DEEP LEARNING FUNDAMENTALS
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UK (Headquarters)
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